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Supervised vs Unsupervised Learning

Supervised Learning

• Data: (𝒙, 𝒚)

• 𝒙 is data, 𝒚 is label

• Goal: Learn a function to map 𝑥 → 𝑦

Examples:
• Classification & Regression

• Object Detection 

• Semantic Segmentation

• Image Captioning

Unsupervised Learning

• Data: (𝒙)

• 𝒙 is data, no label!

• Goal: Learn hidden structures in  data

Examples:
• Clustering, Outlier, Anomaly

• Dimensionality Reduction

• Feature Learning

• Density Estimation (Core Problem in GANs)



Generative Learning 
Problem

Addresses density estimation, a core problem in unsupervised ML: 
§ Explicit Density: Explicitly define model and solve for 𝑝!(𝑥)
§ Implicit Density: Learn model than can sample from 𝑝!(𝑥)

without explicitly define it



Why Generative 
Models Important?
Advantages of Generative Models:
§ Represent and manipulate high-dimensional probability 

distribution

§ Can be incorporated into (inverse) reinforcement learning in 
several ways

§ Can be trained with missing data on semi-supervised learning

§ Can provide predictions on inputs that are missing data

§ Enable machine learning to work with multi-modal outputs

§ Many tasks intrinsically require realistic generation of samples 
from some distributions:

§ Creating Art and Realistic Images
§ Single Image Super-Resolution
§ Image-To-Image Translation

What I cannot create, I do not understand!
Richard Feynman



Applications of Generative Models

Source: The GAN Zoo and Really Awesome GAN

Computer Vision Speech Recognition Natural Language
Realistic Image Creation Generative Speech Enhancement Realistic Text Generation

Image-to-Image Translation Speech Driven Animation Text Translation

Synthetic Image Creation Lips Talking and Reading Text Corpora Generation

Image and Shape In-Painting Synthetic Audio/Voice Generative Machine Translation

Object/Image Reconstruction Voice Conversion Conditional Sequence Generation

Image Super-Resolution Voice Separation Neural Dialog Generation

Face Emotion and Aging Voice Impersonation Generative Conversation Responses

Video Frame Prediction Speech and Speaker Emotion Text Style Transfer

Video Deblurring Postfilter for Synthesized speech Abstractive Summarization

Many More …. Many More …. Many More ….

https://github.com/hindupuravinash/the-gan-zoo
https://github.com/nightrome/really-awesome-gan


Generative Models: 
A Traditional Explicit Way



Taxonomy of Generative Models



Variety of GAN Models
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Generative 
Adversarial 
Networks
Problems: We want to sample from complex, 
high-dimensional training data distribution 
𝑝!"#"(𝑥). No direct way to do this!

Key Ideas: Sample from a simple distribution, 
e.g. random noise. Learn transformation to 
training data distribution 𝑝!"#"(𝑥)

Question: What can we use to represent this 
complex transformation?

Answer: MLP or Deep Feedforward Neural 
Networks



Generator 
Networks

§ How to specify generator 𝑮? Sample from lower 
dimension with known density 𝑝(𝑧). Random Noise.

§ Example: DCGAN Generator (Radford + ICLR-16)
§ 𝒛 ~ 𝑝 𝒛 = Uniform ([−1,1]"##)
§ 𝐺$ 𝑧 : [−1,1]"##→ 𝛸,𝐺$ 𝑧 ~ 𝑞$



Generative Adversarial 
Networks
Problems: How to train generator network?

Key Ideas: Compete two NNs in two-players minimax 
game

• Generator Network (G)
• Tries to mimic example from training 

dataset, which sampled from “unknown” 
true data distribution. It takes noise z as 
input and generate synthetic samples.

• Discriminator Network (D)
• Receive samples from both G and training 

data (but it is not told where the sample 
comes from) and predict whether it is a data 
sample or synthetic.

• D trained to make accurate predictions, and G is trained 
to output samples that fool the discriminator.



GAN Analogy: Student & Teacher



GAN Probabilistic View

§ Two marginal distributions are defined:
• q(x) : the data marginal distribution (unknown)
• p(x) : the model marginal distribution, 

§ GAN operates as following:
• G: sampling z ~ p(z) then sampling x ~ p(x|z)
• D: receive x ~ q(x), outputs prediction
• D outputs likelihood in (0,1) of real image q(x)

§ Learnable minimax objective function of D & G is:
§ Minimizing Generator
§ Maximizing Discriminator



Training Minimax GANs: Two-Player Game

• Notes: Jointly training two networks is challenging, can be unstable. 
• Choosing objectives with better loss landscapes helps training, is an active area of research.



Training MM-
GANs: Algorithm 

• Some find k=1 more stable, others use k > 1, no best rule.
• Recent work (e.g. Wasserstein GAN) alleviates this problem, 

better stability!



Non-Saturating GANs: NS-
GAN Optimization
§ Optimizing the generator objective does not work well!

§ Gradient signal dominated by region where sample is 
already good

§ When sample is likely fake, want to learn from it to 
improve generator. But gradient in this region is 
relatively flat!

§ Instead of minimizing likelihood of discriminator being 
correct, now maximize likelihood of discriminator being 
wrong.

§ Standard in practice: Same objective of fooling discriminator, 
but now higher gradient signal for bad samples => works 
much better! 

§ Gradient Ascent on Generator with Different Objective:



Variety of GAN 
Objectives

Notes: Major Types of Divergence Formulations 
• 𝜑-Divergences (KL, JS, Hellinger, TV) 
• Integral Probability Metric (MMD, OT, TV) 



Known Problems in GANs

Training GANs requires finding Nash equilibrium of 
a non-convex game with continuous, high 

dimensional parameters. A Nash equilibrium is a 
point such that cost functions of D and G are both 
at minimum. Finding Nash equilibrium is a hard 

research problem. 

Algorithms exist for specialized cases, but hard to 
apply to the GANs cases, where the cost functions 
are non-convex, the parameters are continuous, 

and the parameter space is extremely high-
dimensional.

Gradient descent techniques are designed to find 
low value of cost function, rather than to find the 
Nash equilibrium of minimax game. When used to 

seek Nash equilibrium Gradient descent is 
showing instability issue and may fail to 

converge. 



Mode Collapse
Mode collapse is when the generator generates a limited 
diversity of samples, or even the same sample, regardless of 
the input. It happens in many types of GANs 



Vanishing Gradient 

Vanishing Gradient happens when discriminator gets too successful that the generator gradient vanishes and learns nothing.



How People Handle The Problems?

Various Methods and Techniques 
are Proposed:

§ Heuristic Techniques
§ Neural Architecture Changes 
§ Hyperparameter Tuning
§ Normalization Schemes 
§ Non-trivial Amount of Tricks 

§ Theoretical Based Techniques 
§ Loss Function Re-formulation
§ Loss Function Regularization 
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Jensen-Shannon 
Divergence in 
NS-GAN

If the maximization over 𝜃 is replaced with maximization over all 
functions D, then the minmax problem reduces to  min

!
JS ℙ,ℚ



General GANs Interpretations



Divergence 
Minimization 
Framework

§ A generator G is a network. The network defines a probability distribution 𝑃%
§ How to compute the divergence? 



GANs Divergence 
Formulation 

• Have: Two collections of samples X; Y from 
unknown distributions P and Q.

• Goal: Learn distinguishing features that 
indicate how P and Q differ. 



Types of GAN 
Divergences

• GANs offer much more flexibility in the definition of distance or divergence.
• Each type of divergence gives different behaviour of convergence.   



𝜑-Divergence Formulation

§ The simplest tool to compare two measures is 𝝋-divergences or f-divergences (Csiszar, 1975). 

§ It is actually a weighted average (by 𝜑) of the odds-ratio between two measures  𝒑 and 𝒒.

§ Given two probability measures 𝒑 and 𝒒, 𝜑-divergences compares &𝒑
&𝒒
(𝑥) to 1. 

§ Let 𝜑 be a convex, lower semi-continuous function such that 𝜑 1 = 0 , then 𝜑-divergence 𝐷) between 
measures 𝒑 and 𝒒, ∈ ℳ*

" is defined by: 

𝐷) 𝒑 𝒒 = ∫+ 𝜑 &𝒑
&𝒒

𝑥 𝑑𝒒(𝑥)

§ 𝐷) is jointly convex in both variables and if 𝜑 is strictly convex at 1 then  𝐷) is non-negative i.e. 

𝐷)(𝒑|𝒒) ≥ 0 and      𝐷) 𝒑 𝒒 = 0 ⟺ 0⟺ 𝒑 = 𝒒

§ Best known 𝝋-divergences are Kullback-Leibler (KL) and Jensen-Shannon (JS) divergences.



𝜑-Divergence is Not Stable for GANs

In NS-GANs, if the discriminator is trained to 
optimality before each generator parameter 
update, then minimizing the value function 

amounts to minimizing the Kullback-Leibler (KL) 
or Jensen-Shannon (JS) divergence between the 
data and model distributions on x. Doing so is 

expensive and often leads to vanishing gradients 
as the discriminator saturates; in practice, this 
requirement is relaxed, and the generator and 
the discriminator are updated simultaneously. 

The consequence of this relaxation is that 
generator updates minimize a stochastic lower-

bound to the KL/JS-divergence. Minimizing a 
lower bound can lead to meaningless gradient 
updates, since pushing down the lower bound 

doesn’t imply that the loss is actually decreasing, 
even as the bound goes to 0. This inherent 
problem in GANs of trading off unreliable 

updates and vanishing gradients is one of the 
main causes of GAN instability.

§ The GAN value function by itself is hard to
optimize: a discriminator confident in its
predictions sees its gradient with respect to its
input vanish, which is especially hurtful early on in
training. This is why training the discriminator
closer to optimality typically degrades the training
procedure.

§ Note: At a more fundamental level, 𝜑-divergence,
along with other common distances and
divergences, are potentially not continuous and
thus do not provide a usable gradient for the
generator.



Problem with 𝜑-Divergences

KL or JS divergences are widely used in machine learning.  JS is equal to +∞ if both 𝒑 and 𝒒
do not share same support, which cause discontinuity issues. Or we can say, 𝜑-divergence 
do not metrize weak-convergence. 

DEFINITION 1: (Weak-Convergence). We say that a sequence of measures (𝛼,), weakly 
converges to 𝛼 (or converges in law) if : 

@
-
𝑓 𝑥 𝑑𝛼,(𝑥) →@

.
𝑓 𝑥 𝑑𝛼 𝑥 ∀ 𝑓 ∈ 𝐶/(𝑋)

where 𝐶/ 𝑋 denotes the set of continuous bounded functions on 𝑋. We say that 
discrepancy d metrizes the weak-convergence of measures if: 𝑑 𝛼,, 𝛼 → 0 ⟺ 𝛼, ⇀ 𝛼, 
where ⇀ denotes weak-convergence (or convergence in law, for  𝑋, ⇀X  where 𝑋,~𝛼, and 
𝑋 ~ 𝛼.

The fact that 𝝋−divergences do not metrize weak convergence is a major issue in 
minimax GANs and makes them poor candidates for GANs, in spite of their appreciated 
computational simplicity.



Integral Probability Metric Divergences



Why IPM and Optimal 
Transport

§ The 𝝋-divergence is hard to estimate in high dimension and not stable for GANs

§ IPM is relatively simple to estimate and approximate in high dimension

§ IPM Estimators distances exhibit better convergence behavior than KLD
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Optimal Transport Theory

§ Optimal Transport Problem: 
find coupling that minimizes 
total cost of moving μ to ν with 
unit cost function 𝑐. Constrained 
problem: coupling has fixed 
marginals 

§ Minimal cost of moving  μ to ν
(e.g. solution of the OT problem) 
is called the Wasserstein 
distance (it’s an actual 
distance!) 



Optimal Transport 
Distance 

§ Notes: Major obstacles to use p-Wasserstein distance are high 
computational complexity and the curse of dimensionality.  



The Wasserstein 
Distance
§ What’s the coupling that minimizes the 

total cost of moving ALL the mass 
from 𝜇 to 𝑣 ? 



1-Lipschitz Constrained 
Requirement

Mandatory constraint for 
all Wasserstein GANs



Generative Model 
with Optimal Transport

Illustration of Generative 
Model
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Entropy Regularized 
Optimal Transport

Definition of EOT

All converge to the value of unregularized OT when 𝜀 → 0.



Entropy Regularized 
Optimal Transport

Sinkhorn Divergence

Sinkhorn Divergence is an Interpolation between OT and MMD



Entropy Regularized 
Optimal Transport

Sinkhorn Divergence

The definition of Sinkhorn divergence between two probability measures 𝛼 and 𝛽



Sinkhorn Distances

Cuturi, NIPS 2013.

§ Smooth classic OT problem with entropy 
regularization term. 

§ The optimum is also distance and can be 
solved using Sinkhorn matrix scaling. 

§ Several orders of magnitude faster than 
other solvers and can be parallelized on 
GPGPU. 

Paper Outline: 

1. Explained the Entropy Regularization

2. Sinkhorn Distance Formulation

3. Introduce Sinkhorn-Knopp Algorithm 

https://papers.nips.cc/paper/4927-sinkhorn-distances-lightspeed-computation-of-optimal-transport.pdf


Geometric Illustration



Geometric 
Illustration

1. Transport polytope 𝑈(𝑟, 𝑐) and Kullback-Leibler ball 𝑈$ 𝑟, 𝑐
of level 𝛼 centered around 𝑟𝑐%. This drawing implicitly 
assumes that the optimal transport 𝑃∗ is unique. 

2. The Sinkhorn distance 𝑑',$ 𝑟, 𝑐 is equal to 𝑃$ , 𝑀 , the 
minimum of the dot product with 𝑀 on that ball. For 𝛼 large 
enough, both objectives coincide, as  𝑈$ 𝑟, 𝑐 gradually 
overlaps with 𝑈(𝑟, 𝑐) in the vicinity of 𝑃∗.

3. The dual-sinkhorn distance 𝑑') 𝑟, 𝑐 , the minimum of the 
transport problem regularized by minus the entropy divided 
by 𝜆, reaches its minimum at a unique solution 𝑃), forming 
a regularization path for varying 𝜆 from 𝑟𝑐% to 𝑃∗. 

4. For a given value of 𝛼, and a pair (𝑟, 𝑐) there exists 𝜆 ∈
0,∞ such that both 𝑑') 𝑟, 𝑐 and 𝑑',$(𝑟, 𝑐) coincide. 𝑑')

can be efficiently computed using Sinkhorn’s fixed point 
iteration (1967).

5. Although the convergence to 𝑃∗ of this fixed point iteration 
is theoretically guaranteed as 𝜆 → ∞, the procedure 
cannot work beyond a problem-dependent value 
𝜆*"+ beyond which some entries of 𝑒,)' are represented 
as zeroes in memory. 



Metric Properties 
of Sinkhorn 
Distance

When 𝛼 is large enough, the Sinkhorn distance coincides with the 
classic OT distance. When 𝛼 = 0, the Sinkhorn distance has a 
closed form and becomes a negative definite kernel if one 
assumes that 𝑀 is itself a negative definite distance, or 
equivalently a Euclidean distance matrix.



Sinkhorn-Knopp Algorithm 



Sinkhorn-Knopp 
Algorithm 

Given 𝐾 and marginals 𝑟 and 𝑐, one only needs to iterate
Sinkhorn’s update a sufficient number of times to converge to
𝑃". Successive updates carry out iteratively the projection of 𝐾
on 𝑈(𝑟, 𝑐) in the Kullback-Leibler sense. Note: Execution of 1 is
particularly suited for GPGPU platform. Different stopping criteria
can be used.
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State of the Art:
SGD AutoDiff 

Genevay et.al, NIPS 2018.

§ First tractable method to train GAN using 
Sinkhorn loss

§ Proposed SGD AutoDiff - SGD with Sinkhorn-
Knopp and Auto Differentiation algorithms

§ Entropic smoothing of OT can be computed
using Sinkhorn fixed point iteration

Challenges in SGD AutoDiff:

1. No evidences work with CNN 

2. Hard to converge in high dimension 

3. Simple Weight Clipping Regularization 

http://proceedings.mlr.press/v84/genevay18a/genevay18a.pdf


GANs with Sinkhorn 
Divergence

Experiment Setup

§ Ground cost 𝑐 = 𝑥 − 𝑦 " (𝑙" norm)

§ Datasets: MNIST, CIFAR10
§ Neural Architectures: Encoder + 

Decoder like in MMD



Baseline Results 
Genevay, et al, 2018

MNIST Dataset with 
𝑙"norm ground cost using 
MLP and Adam. We can 
see influence of 𝜀. 

http://proceedings.mlr.press/v84/genevay18a.html


Baseline Results 
Genevay, et al, 2018

CIFAR Dataset with 
𝑙"norm ground cost in 
comparison to MMD with 
Gaussian Kernel.

http://proceedings.mlr.press/v84/genevay18a.html


Baseline Results 
Genevay, et al, 2018

LSUN  Dataset with 
𝑙"norm ground cost in 
variation of regularization 
parameter.

http://proceedings.mlr.press/v84/genevay18a.html


State of the Art: 
OT-GAN Model

Salimans et al., 2018 (ICLR, OpenAI):

§ OT-GAN is variant of GANs that 
minimizing new distance, mini-batch 
energy distance. 

§ OT-GAN combines OT in primal form with 
energy distance. 

§ OT-GAN is proven stable for large mini-
batches. 

Paper Outline: 

Mini-batch Energy Distance combines OT in 
primal form with an energy distance defined 
in an adversarially learned feature space. 

https://openreview.net/forum?id=rkQkBnJAb


OT-GAN Model and 
Training Algorithm 

Some Insights from OT-GAN

§ OT-GAN was shown to be uniquely stable when trained with large mini-batches 
and to achieve state-of-the-art results on several common benchmarks.

§ One downside of OT-GAN, as currently proposed, is that it requires large 
amounts of computation and memory. 8 GPUs for several days!



CIFAR Results



IMAGENET Results



State of the Art: 
SWGAN Model
Sanjabi, et.al, NIPS 2018:
§ Established theoretical convergence guarantee to 

stationarity of entropy regularized OT.  It proves 
smoothed Wasserstein distance has global convergence 
to stationary solution with polynomial number of 
generator steps and with approximate solutions to 
discriminator at each step. 

§ Showed that the regularized Wasserstein distance, when 
used in GAN problems, is smooth with respect to the 
generator parameters. Proved that by approximately 
solving the regularized Wasserstein distance 
(discriminator steps), we can control the error in the 
computation of the (stochastic) gradients for the 
generator.  

§ Proved the convergence of vanilla SGD method to a 
stationary solution in GAN setting. 

https://papers.nips.cc/paper/7940-on-the-convergence-and-robustness-of-training-gans-with-regularized-optimal-transport.pdf


Smoothness of 
Generative 
Objective

Given two fixed distributions 𝐩 and 𝐪, define 
ℎ7 𝜃 = 𝑑8,7 𝐺9 𝐪 , 𝐩 , the following theorem 
proof that ℎ7(𝜃) is smooth with respect to 𝜃.



Oracle-Based Non-Convex SGD
Approximate gradient for 
ℎ# 𝜃 can be computed 
and GANs algorithm 
becomes:



Solving Generator 
to Stationarity 

They proved that one can obtain decent quality estimates 
of generator gradient by solving the regularized dual 
problem approximately. 



Convergence Guarantee With any L Lipschitz 
Constant



Smoothed WGAN (SWGAN) 
Results

SWGAN is faster 
convergence and 
produces better results. 



Minimax Optimization Problem
In nonconvex-concave 
case, sequence does 
matter and It is NP 
problem. 



Our Work: Convergence and Stability Analysis

§ Main Objectives / Target Contributions: 
1. Propose a new Sinkhorn GAN model with 

better stability, supports advanced neural 
architectures (DCGAN and RestNet) and high 
dimension datasets (Eq. CelebA and Cat Faces)

2. Proof that minimax optimization of Sinkhorn 
GAN can be a convex-concave minimax with 
global optimum and convergence guarantee. 

3. Analyze convergence rate of Sinkhorn GAN 
within convex-concave and nonconvex-
concave minimax cases

§ Achievement:
• Sinkhorn GAN Paper Under Review (IEEE PAMI)

Nonconvex-Convace
(NP Problem)

Convex-Convace
(Trivial Problem)

Local Minimax
(Stakelberg Equilibrium)

Global Optimum
(Nash Equilibrium)

Stability Condition

Nonasymptotic Convergence Rate
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